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ost physical scientists and engineers do not use computers ef- 
fectively. Whether students in college or professionals working 

in industry, they write programs from scratch when they could use ex- 
isting packages, they rarely employ advanced algorithms or data struc- 
tures in their programs, and they make little use of software tools. 

Asking physical scientists and engneers to master computer science 
as well as their own disciphe is impractical. Time is one of the scarcest 
resources in a student’s or professional’s life; while it is easy to make a 
list of things that would be useful to know, it is much more difficult to 
say what should be dropped from existing curricula, or what projects 
should be postponed or shelved, to make the necessary room. Well- 
meaning suggestions that computational material should be mixed into 
existing curricula are fudges: whether it is five minutes per hour or 
five term-length courses per degree, the total time taken away from 
other things is the same. (For nonstudents in a research or industrial 
setting, time may not be measured by class units but a day still has only 
24 hours.) 

In addition, many parts of computer science are simply of little prac- 
tical use to most scientists and engineers. My own discipline, parallel 
computing, is a prime example of this. During the past two decades, 
computer scientists have invested a great deal of effort in building 
hardware and software that they find interesting (and publishable), de- 
spite the fact that, for all but the largest scientific and engineering ap- 
plications, such systems are less time-effective to use than off-the-shelf 
workstations and software packages. (The low end matters: while those 
at the supercomputing tip of the pyramid may be breaking new ground 
and getting more press, 90 percent of computational science is still 
done with single-CPU workstations.) 



To help clarify the issues involved in deciding 
what computing skills to teach to physical sci- 
entists and engineers, this article presents a 
thought experiment. Imagine that every new 
graduate student in science and engineering at  
your institution, or every new employee in your 
company’s R&D division, has to take an inten- 
sive one-week computing course. What  would 
you want that course to cover? Should it con- 
centrate on algorithms and data structures, such 
as multigrid methods and adaptively refined 
meshes? Should it introduce students to one or 
two commonly used packages, such as Matlab 
and SAS? Or should it try to teach students the 
craft of programming, giving examples to show 
why modularity is important and how design cy- 
cles work? 

I have chosen one week as the length of our 
idealized course because it is long enough to 
permit discussion of several topics, but short 
enough to force stringent prioritization. As Ru- 
bin Landau’s and Steve McConnell’s reponses 
to this article show, not everyone agrees on what 
is most worth teaching; even if they did, differ- 
ent assumptions about the nature of the audi- 
ence can lead to very different courses. I hope 
that discussion of these differences will help to 
clarify what computational scientists want, and 
what computer scientists have to offer. 

User scenarios 
To make this discussion more concrete, it will 
help to look a t  four scenarios of typical com- 
puter use in science and engineering. 

Fullerene synthesis 
Sally Synthesis, a graduate student in chemical 

engineering, is studying the synthesis of 
fullerenes. For one set of experiments, she must 
combine 100 different reactant mixtures, 20 dif- 
ferent temperature regimes, and 20 different ex- 
ternally imposed pressures. Using a machine de- 
signed by her supervisor, Sally is able to run all 
the different reactant mixtures in a single ex- 
periment, so that her data set consists of 20 x 20 
= 400 files, each containing 100 single-precision 
floating-point numbers representing the yields 
of different mixtures. 

In order to analyze these, Sally rearranges 
them by cutting and pasting with an editor (Mi- 
crosoft Word), and then loads the result into 
Mathematica. On several occasions, she has had 
to throw away the intermediate file and re- 
create it because she deleted one or more fields 

accidentally. On another occasion, she dupli- 
cated a field accidentally; the resulting graph was 
similar enough in appearance to others in its se- 
ries that the mistake went unnoticed until her 
thesis defense. 

Helmet design 
Harold Helmet works for a small engineering 

consultancy which is designing a carbon-fiber 
helmet for firefighters and other emergency ser- 
vice personnel. His task is to model noncom- 
bustive thermal degradation (otherwise known 
as “melting”) of candidate materials. 

Harold’s starting point is the 4,000-line simu- 
lation program he wrote in Fortran 77 for an 
earlier contract. After deciding yet again that 
there isn’t time to rewrite it in C++ (which he 
would like to do because it would give him eas- 
ier access to his workstation’s graphics libraries), 
he comments out the calls to the mesh defor- 
mation routine in the main time-stepping loop 
and begins to write new mesh deformation code 
in-line. Whenever he finds himself wanting to 
reuse a section of code, he cuts it out of the main 
body and makes it a function. He tests his pro- 
gram by plotting the total heat content of the 
mesh over time, and then uses write state- 
ments to localize bugs. In order to be able to 
back up to earlier versions of his program after 
doing something unwanted, Harold copies his 
Fortran file me1t.f at the end of each day to cre- 
ate files called feb2 1 .f, feb2 3 .f, and so on. 

Flywheel braking 
Rachel Rotor heads the flywheel braking 

group at Yoyodyne Inc. Their current assign- 
ment is to design an eddy-current brake for a 
new generation of flywheels. At present, the 
group relies on a 3 S,OOO-line Fortran program, 
developed in-house, to model magnetic eddies. 
This program interfaces with the Spin3D CAD 
package, which models mechanical stresses in 
rotating media. A sizable chunk of the in-house 
code-8,000 lines-was written in the early 
1980s to visualize eddies using 3D wire frames 
in SunView. This code is no longer used, but 
since its author has left Yoyodyne, no one wants 
to try to excise it. (The fact that everyone’s start- 
up file contains the command 

alias make ‘If77 *.f” 

may give a hint as to why.) Another 3,000-line 
chunk of the Fortran code reads and writes 
Spin3D mesh description files. Unknown to 
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Rotor and her group, this code no longer han- 
dles all Spin3D meshes properly: whle Version 9 
and higher of Spin3D allows mesh points of ar- 
bitrary order, Yoyodyne’s code still only reads the 
first six edge descriptors on any input line. Fi- 
nally, both the Yoyodyne modeler and Spin3 D 
now run on an RS/6000 workstation. However, 
while Spin3D is almost 100 times faster than it 
was on a VAX-11/780, the Yoyodyne code is only 
11 times faster, since many of the optimizations 
made over the years were VAX-specific. 

DNA sequence matching 
Bhargan Basepair works for Genes ’ R  Us, a 

major biotechnology firm. H e  has developed 
fuzzy pattern-matching algorithms for finding 
sequence similarities in standard databases. As a 
semiofficial service for other Genes ’R’ Us re- 
searchers, Bhargan runs an overnight query ser- 
vice. Researchers send him sequences by elec- 
tronic mail; Bhargan saves these messages in 
files called searchla, searchh, and so on, then 
edits them to add query directives. (As he is very 
conscientious, he almost never overwrites one 
query with another.) Before leaving at night, he 
runs a shell script which performs a search us- 
ing the contents of every file in the Search di- 
rectory in turn. The results of each search are 
put in a file with a name of the form 
search/a.out. When Bhargan comes in the next 
morning, he pages through h s  mail again, send- 
ing the appropriate .out file to each researcher. 
He then uses a small script that a summer stu- 
dent wrote for him to archive the query se- 
quence, the results (if any), the date, the data- 
bases searched, and the search control 
parameters. Periodically, he examines these data 
to see whether he should tune his search en- 
gine’s parameters. 

Why are YOU doing it tha t  way? 
Reading these descriptions, a professional pro- 
grammer would be struck by m o  things. The  
first is that scientists and engineers use comput- 
ers differently than computer scientists do. Most 
scientific and engineering programs are either 
very large canned packages, or small, continu- 
ously evolving experimental vehicles. In effect, 
most programs of the second kind are always in 
the rapid-prototyping stage: data from one set 
of runs determine how the program will be 
rewritten to generate the next data. 

The second thing that a professional program- 
mer would notice is how inefficiently these four 

scientisrs use computers. Sally’s cutting and past- 
ing, and subsequent analysis, could be done by a 
simple script written in Awk or Per1 (these terms 
and others are defined in the glossary). Harold 
probably spends twice as long coding as he would 
if he used a source-code revision tool or software 
librarian. H e  would probably also spend much 
less time debugging if he used a debugger. 

Rachel’s group would also benefit from source- 
code management tools and the use of the tool 
“make” (see the glossary again). Similarly, their 
I70 problems might not go away if her Spin3D 
mesh parser were written in 200 lines of yacc in- 
stead of 1,240 lines of Fortran, but they’d cer- 
tainly be easier to spot. Finally, Bhargan’s man- 
ual-mailing gene-matching service will clearly 
not scale beyond its current half-dozen queries 
per day, but he does not have the time to write a 
C or C++ program to intercept his mail, cut out 
database requests, start up the search engine, and 
both return and archive the results. 

If asked why they were using their computers 
so clumsily, the four people described above 
might reply: 

(1) I didn’t know there was a better way. 
(2) I don’t have time to learn about yet another 

program. 

I didn‘t know 
Just as most programmers have never worked 

with a physical scientist or engineer, most phys- 
ical scientists and engineers have never worked 
with a professional programmer. As a result, sci- 
entists and engineers simply do not know, in 
most cases, that there is a better, faster way. Us- 
ing indirect data structures and algorithms (that 
is, something other than arrays and loops), 
knowing that there is a relationship between a 
language and a state machine that parses it, and 
using scripting languages to build small pro- 
grams are just some of the things that we spend 
several years teaching to computer science un- 
dergraduates, with mixed results. It is hardly 
surprising that these things are not known by 
people whose only exposure to programming is 
typically one term of Fortran in first year, and 
one term of numerical methods in third year. 

I don‘t have time to learn 
Even if the benefits of various tools are un- 

derstood, many scientists and engineers do not 
feel that they are cost-effective to learn. One 
reason for this is that most commonly available 
tools are very user-hostile. For example, Unix 
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Awk: a tool for operating on text, based on user-specified 
patterns. For example, the program: 

/red/ { color["red"l++ 1 
/green/ { color [ "green"] +t 
/blue/ { color ["blue"] ++ 
END { 

print " ( ' I ,  color[ i iredi i l ,  
color ["green" 
color I "blue" 1 

1 

counts the number of occurrences of the three words 
"red," "green," and "blue" in a file, and then prints them 
ou1. 

bash: the Bourne-Again Shell. Unix does not have a standard 
command-line interface. Instead, a program called a shell 
is run when a user logs in. This program interprets the 
u5er's keystrokes, and runs programs on her behalf. The 
bash shell is the latest in a series of increasingly powerful 
(arid increasingly complex) shells. 

BibTex: a tool for managing bibliographic information. Based 
on the references contained in a LaTex document, BibTex 
extracts bibliography information from a database. 

CVS: similar to RCS (described below). 
Emacs: an ASCII (as opposed to WYSIWYG) editor. Many 

versions have been developed; the most popular is  prob- 
ably GNU Emacs, which includes an interpreter for a 
dialect of Lisp in which powerful editor extensions can 
be written. GNU Emao includes "modes," which 
provide specialized support for editing Fortran, C, LaTex, 
and other languages, recompiling programs, 
debugging, and many other tasks. 

grep: a general regular-expression pattern matcher. This tool 
selects and prints lines from input files that match a pat- 
tern specified by the user. 

HTML: the Hypertext Markup Language used to create 
pages for the World Wide Web. Like LaTex, HTML com- 
bines plain text with formatting commands. Unlike 
LaTex, the formatting commands are executed when the 
page is viewed. This enables documents to be formatted 
as appropriate for different WWW browsers. 

Khoros: an environment tor building visualization and im- 
age-processing programs. Users may either combine 
standard filters and transforms by drawing dataflow dia- 
grams interactively, or call Khoros library routines 
conventionally. For more information, see 
http://www. khoral.com. 

LaTex: a document preparation tool. lJsers create one or 
more files containing both plain text and formatting 
commands; LaTex then compiles this to produce print- 
able output. 

user provides a file stating the dependencies between 
files, and the rules to he used for recompilation. Make 
then determines which tiles need updating, and applies 
the specified rules. 

Maple: a language for symbolic manipulation of algebraic 
expressions, with powerful vis~ialization facilities. For 
more information, see http::/www.maplesoft.com. 

Matlab: a language for manipulating and visualizing matri- 
ces. Matlab supports a variety of mathematical 
opcrations, and ha: libraries to support work in such 
areas as signal processing and finance. For more 
information, see htl:p://www.mathworks.com. 

Mathematica: another language for symbolic manipulation 
ot algebraic expressions, also with powerful visualization 
facilities. For more information, see http://www.wri.com. 

Language, or Pathologically Eclcctic Rubbish Lister. Per1 
was originally a tool for extracting text from files to cre- 
ate reports; it has grown Lo support a wide variety of 
programming and system managemenl tasks, despite its 
extremely cryptic syntax and complicated semantic 
rules. 

RCS: the Revision Control System. This tool (and other source 
control tools, such as CVS) are used to track and control 
updates to source code. Users can lock files, merge their 
changes with the standard source, or revert to previous 
versions. 

Tcl: the Tool Command Language, Tcl is used primarily to 
construct graphical user interfaces. 

WYSIWYG: What You See Is What You Get. AWYSIWYC 
editor is  one which continually shows the user what the 
printed document will look like. In contrast, LaTex and 
HTML are markup languages, in which the document 
source contains commands that must be executed to 
produce formatted output. 

make: a tool for managing program recompilation. The 

Perl: stands for either Practical Extraction and Report 

xfig: a freely available drawing package for Unix. 
yacc: Yet Another Compiler Compiler. A programmer u3es 

yacc to describe the grammar of the language to be 
parsed, along with the statements to be executed during 
parsing. This specification is then translated 
automatically into a parser. Yacc specifications are usually 
much shorter, and much more legible, than their hand- 
coded equivalents. 

users niust remember three different sets of 
rules for writing regular expressions in order to 
work with bash (a command shell), Emacs (an 
editor), and Perl. (I freely admit to never having 

memorized what hnds of quote characters may 
be used where, for these three tools.) As another 
example, each of these tools, as well as pro- 
gramming languages like Fortran and C, uses a 
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different notation to express the idea “do this 
loop 10 times.” The  all-too-common reply of 
computer scientists-“That’s just syntax”-is 
both unhelpful and condescending. 

A second reason physical scientists and engi- 
neers rarely invest time in learnins hon- to use 
software tools is that many of the tools are in- 
appropriate for their work. Quite reasonably, 
computer scientists tend to concentrate on de- 
veloping tools for domains that interest them, 
and that they understand. Given the relatively 
low importance of higher mathematics to com- 
puter science, it is not surprising that compilers 
for languages in which it is easy to write com- 
pilers are considered more interesting than sys- 
tems such as Maple, Mathematica, and Xlatlab. 

Shaping a one-week curriculum to 
improve computing skills 
Based on the above, I believe that a one-week 
computing course for physical scientists and en- 
gineers should 

concentrate on programming aids, not pro- 
gramming methodology; 
describe widely available tools, not stand- 
alone packages; 
be conservative, that is, be based on tools 
that have proved themselves and are un- 
likely to change; and 
focus on those platforms that practitioners 
are most likely to have access to. 

Asking physical 
scientists and engineers 

to master computer 
science is impractical. 

T h e  first choice is a prag- 
matic one. Some things, like 
riding a bicycle or building 
large programs, are best learned 
by doing. There is simply not 
enough time in a one-week 
course to give students feed- 
back on a large, long-lived pro- 
gramming project. Without 
such feedback, any attempt to 
teach them “how to be pro- 
grammers” would probably 
come across as preaching, 
rather than teaching. 

I 

The second choice is motivated by two con- 
siderations. Since this course is intended for SIX- 

dents ranging from geologists to experimental 
psychologists, there is no single software pack- 
age that would be relevant to all students. A sta- 
tistical analysis package such as SAS, for exam- 
ple, might be irrelevant to a mechanical 

engineer, while a matrix algebra library might 
be of no use to a psychologist. In addition, free- 
ware versions of many useful tools are available 
for both Unix and Windows platforms. If a 
course concentrates on these, students are more 
likelj- to be able to apply what they’ve learned 
in their own environments. 

The  third choice-concentrating on proven 
tools-was made because leading-edge software 
is rarely stable. Something that is five or 10 years 
behmd the state of the art may be slower or clum- 
sier than its modern alternatives, but it is also 
more likely to be well-documented, and much less 
likely to change beneath its users’ feet. Since this 
course might well be the last formal training in 
computing its students have, it is important to 
teach them dungs that they won’t have to unlearn. 
Of course, this course should try to show how 
tools can interact, and be integrated, to create 
something that is more than the sum of its parts. 

T h e  final motivating principle-focusing on 
platforms that students actually have-caused the 
most controversy among informal reviewers to 
whom I showed early drafts of this article. Early 
discussions about the content of a course of this 
kind centered around the question of which edi- 
tor or scripting language to use for examples. 
When I put the proposal in front of a wider audi- 
ence, however, several people worlnng in industry 
asked, “Why Unix?” Most profcssionals and stu- 
dents with a computer at home use Microsoft 
Windows; those who do not are likely to be us- 
ing Nlacintoshes. A course that concentrates on 
Unix might therefore be teaching tools that are 
inaccessible to most of its students. 

My first reaction to such comments was, “But 
Unix is the only ‘real’ operating system!” Upon 
reflection, however, I realized that while Unix 
may be a good environment for software engi- 
neers, it is a good environment ozly for software 
engineers. As mentioned earlier, its utilities be- 
have inconsistently, and many of the power tools 
that are taken for granted in the personal com- 
puting world, such as WYSIWYG editors and 
databases, are either missing or very expensive. 

On the other hand, neither the Windows nor 
the 1Macintosh environment encourages tool- 
based computing. For example, there is no sim- 
ple way to filter lines out of a data file in Win- 
dows. I t  can of course be done, using Visual 
Basic or Word macros, but that is harder than 
using grep. (In this context, it is interesting to 
note that despite their oft-heard praise of tools, 
most Unix programmers do not use such things 
as code browsers, which are now taken for 
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granted by the PC community, even though 
simple versions of such tools are available as 
add-on packages for Emacs.) 

On balance, I felt that it would be best to con- 
centrate this course on the Unix programming 
environment, as that was most likely to be fa- 
miliar to the readers of this magazine. However, 
as one person who read an early version of this 
commented, if the Unix community does not 
catch up with the desktop environment enjoyed 
by 90 percent of computer users, it could well 
go the way of VMS. 

The week, day by day 
The model curriculum outlined below conforms 
with the principles discussed above. Clearly, 
many of the choices made in constructing it 
could have been made differently; one of the 
other articles in this issue explores some of these 
possibilities. 

The  days here are 8-hour days; split about 
SO-SO with lecture and lab. Each subheading 
under each day is a 1-hour lecture. 

Day 1: From Unix to HTML 
The first day’s material has two aims: to en- 

sure that students start the next four days from 
the same level, and to introduce the idea that 
good tools should be able to work with each 
other. By the end of the day, students will be able 
to create homes pages for themselves on the 
World Wide Web. 

Introduction to Unix. The bash shell will be 
used throughout this course, hecause it is both 
freely available and well-documented. We as- 
sume that students are familiar with most of the 
following ideas, but may not have met them in 
their Unix incarnation: 

+ hierarchical file systems 
+ basic commands (Is, cat, cd, and the like) 
+ file permissions and security 
+ inpudoutput redirection 
+ shell variables 

Several early readers suggested that students 
should be given self-study material covering these 
points before the course, or that this material 
could be subsumed in other lectures. I discarded 
the first option because it violated the 1-week rule 
of the thought experiment. The second option I 
discarded because it smacked of sweeping dirt un- 
der the rug. The time required to teach some- 

thing in 12 five-minute bites is the same as that 
required to teach it in one hour-long lecture; the 
only difference is that it is easier to lose track of 
the time required by the bite- 
sized method. 

Editing. T h e  Emacs editor 
will be used throughout this 
course, for the same reasons as 
bash, and because of its inte- 
grated support for debugging, 
make, and various languages. 
Again, we assume students are 
familiar with a text editor of 
some sort, but not necessarily 
with this one. Topics will include 

+ 
A one- week course is 

long enough for several 
topics, but short 
enough to force 
prioritization. + 

+ simple editing (motion, 

+ spelling 
+ backups and recovery 
+ completion and directory editing 
+ language modes (e.g. Fortran mode) 
+ managing mail with Emacs 

buffers, keyboard macros, search/replace) 

Several reviewers commented that the use of 
Emacs 15 inconsistent with the toolbox philoso- 
phy the course is supposed to teach. With its 
built-in spelling checker, language modes, and 
so on, Emacs is more like a Lisp-based operating 
system than an editor. However, reliance on 
Emacs modes makes some of the other tools in- 
troduced by this course significantly easier to 
use. 

Some reviewers also questioned whether it was 
appropriate to include mail management. I feel it 
ir justified because most distributed R&D projects 
are now largely managed through e-mail. Know- 
ing how to archive and search messages, and how 
to control message distribution, is important. 

The World Wide W b .  Netscape will be used 
as a WWW browser, as it is the de facto stan- 
dard. It will also be used as a news reader. Topics: 

+ navigating a hypertext document 
+ URLs 
+ bookmarks 
+ search engines 
+ using forms 
+ reading news (Usenet newsgroups) 

Some reviewers questioned whether a course 
such as this should discuss how to read news and 
post to newsgroups, or whether Netscape should 
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be used as an interface for this purpose. The jus- 
tification for including news is that an under- 
standing of topic threading, and of basic neti- 
quette (such as limiting the distribution of one's 
postings) should be as much a part of a computer 
user's education as signaling is of a driver's. The 
justification for using hTetscape for newsgroups is 
that Usenet and the World Wide Web are blur- 
ring into a single forum for public discussion. 

HTML. The final lecture of the day ties to- 
gether Unix files and directories, using the edi- 
tor, and browsing the Web. By the end of the 
lecture, students will know enough about 
HTML to create a home page: 

+ basics of HTML 
+ viewing source in iVetscape 
+ HTML mode in Emacs 
+ anchors and references 
+ including images 

Note that the second point is included because 
the easiest way to construct a Wr page is of- 
teii to copy and modify an existing one. 

Day 2: LaTex and "make" 
While an increasing number of periodicals (in- 

Scientists and engineers 
simply do not know, in 
most cases, that there is 

a better, faster way. 

cluding this one)use Microsoft 
Word for document preparation, 
neither it nor any other TWSI- 
WYG editor is freely available 
for Unix systems. By default, 
therefore, h s  course will intro- 
duce students to LaTex as a tool 
for both preparing scientific pa- 
pers and documenting their pro- 
grams. I expect this to be the 
least satisfactory part of the 
course, as it will be hard to jus- 
tify 1970s-style text compilation 
to people who have grown used 

to bitmapped WYSIWYG. On a positive note, 
LaTex's need for recompilation gives us an excuse 
to introduce make later in the day.. . . 

Basic formatting using LaTex. This lecture 
introduces the basic commands needed to pre- 
pare a homework assignment or internal memo: 

+ document styles 
+ paragraphs and sections 
+ previewing 
+ simple lists and tables 
+ laying out code 

LaTex continued. This lecture covers several 
more advanced topics. Detail will necessarily be 
slight, but I believe that once students have seen 
something done once in LaTex, they will be able 
to explore its wider capabilities. 

+ creating diagrams with xfig 
+ including PostScript in LaTex 
+ cross references and BibTex 
+ creating macros 
+ typesetting equations 

Managing recompilation using make. This 
lecture is the first to introduce a programming 
tool. In order to integrate it into the flow of the 
course, it is first shown as a way of managing 
document revision. Topics: 

+ expressing simple dependencies, using LaTex 

+ simple rule-based dependencies, using a sim- 

+ make-mode in Emacs, which shows how tools 

figure inclusion as an example 

ple Fortran program for examples 

fit together 

Day 3: Perl, Perl, Per1 
Very High Level Languages (WILLS) allow 

users to do simple tasks in a hurry. I have chosen 
Perl for this course by default. While it is deeply 
flawed, the alternatives are worse: 

+ shell scripts are much clumsier 
+ Awk is not as general, and has trouble with 

+ Tcl is no cleaner, and not as good at text ma- 

+ Python is poorly documented, and not widely 

multifile input 

nipulation 

used 

Scripting with P e d .  This lecture introduces 
a small subset of Perl. Both English mode 
(which provides readable alternatives to built-in 
variable names such as $ /  and $*) and the -w 
checking option will be used throughout. 

+ default input and output 
+ simple text manipulation 
+ arrays and dictionaries 
+ the notion of defaults for everything 
+ (very) simple regular expressions 

Per1 continued. This second lecture gives stu- 
dents a hmt of Perl's wider capabilities. By the end 
of this lecture, students will be able to write a Perl 
script that recurses safely through a directory 
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hierarchy, printing filenames and sizes as it goes. 

+ file handles 
+ file and directory manipulation 
+ subroutines and local variables 

Extended example of  P e d  This lecture, and 
the accompanying practical, will show students 
why it might be worth putting up with Perl’s 
quirks. The  aim is to write a tool that will read 
one or more Fortran files containing comments 
of the form 

C @<tagText> 

and then translate uses of the macro 

\codeRef{tagText}{}{} 

in a LaTex document into 

\codeRef{tagText}{test.f}{123} 

When called from make, this tool will allow 
programmers to insert references to their pro- 
grams into documentation, and have those ref- 
erences automatically updated. 

Day 4: Programming tools 
The  fourth day’s lectures focus entirely on 

programming tools. Fortran will be used as the 
language for all examples, as it is still the lingua 
fi-anca of scientific computing. 

Several reviewers suggested using Matlab for 
programming examples rather than Fortran. 
While this is tempting, Matlab is not as well in- 
tegrated as Fortran with the other tools covered 
in the course and is not freely available. 

Revision management. Revision manage- 
ment tools, such as RCS and CVS, not only al- 
low groups to coordinate updates to shared 
texts, they also allow single authors to back up 
after mahng changes that they later regret. I 
have chosen RCS for practical discussion in this 
lecture because more documentation is available 
for it than for CVS; however, the commands 
covered are similar in both. 

+ why revision control? 
+ checking in and checkmg out 
+ what RCS does (maintain diffs to support roll- 

+ what to do when something goes wrong (how 
back) 

to roll back) 

+ mention possibility of merging (do not cover 
in detail) 

+ Debuggzkg. Debugging i s  one 
of the most time-consuming of 
programming activities, and one 
that programmers (including 
professional software engineers) 
do least well. This lecture intro- 

This cou,.se might well 
be the last forma’ 

training in computing - - . .  

its students have.. . . duces symbolic debugging using 
gdb, primarily because of its - 
tight integration with Emacs. 
Again, Fortran will be used as 
the example language. 

+ running a program from within a debugger 
+ single-stepping 
+ inspecting values 
+ setting breakpoints 
+ setting conditional breakpoints 
+ examining arrays 
+ rebuilding and reloading programs 

PyoJling and mning. The fourth day’s final 
lecture will examine a topic of central importance 
to physical scientists and engineers: performance. 

+ what profilers do (sampling and instrumenting) 
+ examples of use 
+ the 20/80 rule (20% of code is 80% of runtime) 
+ memory hierarchies: keep it local 
+ instruction and execution pipelines: keep it 

+ Bentley’s Rules (with examples) 
+ what your compiler’s -0 flag can do 

flowing 

Day 5: The end-and the beginning 
After four days, students will probably feel 

that their brains are full. Accordingly, the final 
day of this course covers one more practical 
topic-testing-and then gives students point- 
ers to other tools that they might find useful, 
and other ideas that are too large to learn in one 
week. This day’s practical sessions will give stu- 
dents a chance to catch up on, or experiment 
with, unfinished work from previous days. 

Softu(aw testing. Like tuning, testing is more 
often discussed than done. This lecture de- 
scribes the things that most often go wrong with 
software, and how to go about testing it in a 
thorough way. 
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+ what to test: boundary conditions, module in- 
tegration, floating-point behavior 

+ black-box versus glass-box testing 
+ code coverage and coverage tools 
+ regression testing 
+ building self-testing programs 

Other tools. T h e  penultimate lecture of this 
course will describe one other software tool that 
is particularly relevant to the students’ work. 
This inay be a statistical package (such as SAG),  
a matrix manipulation package (such as Matlab), 
a symbolic algebra package (such as Mathemat- 
ica), a visualization tool (such as Khoros), or 
something else entirely. Alternatively, an ad- 
vanced programming aid, such as a code 
browser or program restructuring tool, may be 
described. 

Conclusion. T h e  final lecture consists pri- 
marily of pointers to topics that could not be in- 
cluded in the main body of the course: 

+ modularity 
+ design cycles (waterfall model, spiral design, etc.) 
+ reuse and specialization 
+ h o w  your libraries 

And finally, recommended reading: 

+ books on the tools described in the course 
+ books on programming in general 

Omissions 
Any course this length must omit far more than 
it teaches. The  most important omission bj- far 
is any discussion of n/lathematica, Matlab, or a 
similar tool. If measured by their effect on the 
working lives of scientists and engineers, these 
tools rank with Fortran, networks, and visual- 
ization-in fact, they are one of the easiest ways 
around for scientists to do visualization (as well 
as the kind of statistical manipulation tradition- 
ally associated with packages like SAS). How- 
ever, I felt that such a tool could not be done jus- 
tice in less than a full day, and there simply 
wasn’t room. 

The  second most important omission is dis- 
cussion of modular visualization environments 
(MVEs), like AVS, SGUNAG Explorer, IBM 
Data Explorer, and Khoros. These systems are a 
“plug and play” approach to building image pro- 
cessing and visualization applications. Using an 
MVE, a scientist can filter several images, col- 

late the results, transform them into the fre- 
quency domain, and plot the results in a variety 
of formats, just by connecting icons with lines 
to represent data flow. While powerful and at- 
tractive, MVEs are too specialized (at present) 
to supplant any of the systems described in this 
course. T h e  lack of a good book on any of the 
widely available M v E s  is another reason for not 
including them. 

The  third major omission is any discussion of 
standard PC tools such as spreadsheets and 
databases. While both simplify such tasks as 
recording and analyzing experimental data, no 
good, freely available tools of this h n d  are avail- 
able for Unix systems. Should this course be re- 
targeted at a Windows or Macintosh environ- 
ment, some material (such as Perl) would 
probably be replaced by an introduction to such 
tools and their macro facilities. 

Finally, this course does not touch on X Win- 
dows setup and configuration, GUI construc- 
tion, or modern programming languages such 
as C++, Java, Ada, and Fortran 90. The  first was 
omitted because of its low payoff: the default 
settings for X on most systems are good enough 
for most users, and if they’re not, the system ad- 
ministrator should fix them. I originally in- 
cluded the second, but then dropped it because 
the benefits did not seem to justify the time re- 
quired. Finally, I omitted modern programming 
languages because teaching enough C++ or For- 
tran 90 to make a difference to the average sci- 
entist’s life would require a full-week course in 
itself. However, all of the tools described in this 
course for writing, debugging, testing, tuning, 
and documenting programs can be used with 
any of these languages. 

Other possibilities 
4 s  discussed in the introduction, many other 
thought experiments similar to this one are pos- 
sible. Several one-term courses on computa- 
tional science now exist. On another scale, what 
if scientists and engineers took a one-year 
coursework MSc, rather than a one-week 
course? Such an MSc could be designed not to 
convert them to computer scientists, but to 
make them more effective scientists and engi- 
neers. It might go like this (terms are 4-month 
units) : 

+ Preparatory: 4 weeks; would include the 1- 
week course outlined in this article followed 
by 3 weeks of C++ 
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+ Term 1 
- algorithms and data structures 
- computer architecture 
- software engineering 
- graphics 
- numerical methods 

- databases 
- operating systems 
- compilers 
- Al o r  image processing or parallel 

+ Term 2 

computing 
+ Term 3 
- 3-month project 

The preliminary course would be taught before 
the start of first term; the third term would then 
be truncated to keep the entire course within its 
one-year budget. 

ile it may not be possible to change sci- w entists’ and engineers’ lives with a one- 
week course, it is certainly possible to teach 
them enough to make them more effective com- 
puter users. If nothing else, this course would 
make them aware of the existence and capabili- 
ties of a useful set of tools, and introduce them 
to the idea of using tools together. Once familiar 
with the basic ideas, most scientists and engi- 
neers would then be able to learn on an as- 
needed, time-permitting basis (which is, after 
all, how most computer scientists learn these 

tools as well). I hope that thought experiments 
such as this will help promote discussion among 
computer scientists and physical scientists about 
how best to learn from each other. + 
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Response to Wilson: 

Computer Scientists Shou1.d Not 
Teach Computational Science 
Rubin H. Landau 

Oregon State Univevsity 

ast zight I was sitting up and wo7adeiring if the sive away of interdisciphaay knowledge would woirk L use of  symbolic computation, advanced computer itself into the c0ur.w we teach at universities. I leaned 
languages, virtual reality, and massively parallel back in my chair again and heard a voice fi-om above, 
computers would ever lead to all physical phenomena “Es, but not in MY lifetime.” 
being computedfiomjust a few basic physical laws. I I hope my daydream is not prophetic. In fact, 
closed my eyes and hea7-d a voicefiom above, “Es, but my goal in writing this article is to help ensure 
not in your lifetime.” I theu wondered i f this impres- that in my lifetime we will see good computa- 
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tional science courses containing significant in- 
terdisciplinary knowledge. But I admit to some 
fear that my goal will not be reached if the 
courses are designed and taught by computer 
scientists. 

Don’t get me wrong, I like computer scien- 
tists and it’s a pleasure to learn from experts 
what they know best and love most. But I’ve at- 
tended so many computational science meetings 
at which computer scientists discuss what scien- 
tists should know about computing, that it is 
getting a little stale. It’s not that what computer 
scientists have to say is incorrect. It is rather 
that, in continually going through lists of com- 
puter science subjects for us to know, they seem 
to forget the role of applications. 

I believe computational science needs to fo- 
cus more on its science and applications. And so 
when Greg Wilson posed the question to me, 
“What computing slulls should be taught to 
physical scientists and engineers? ,” my natural 

inclination was that I should 
not be answering that question. 
While what he asks is impor- 
tant, I prefer to tackle the ques- 

 ti^^^ at 
computer scientists 

tion “In preparing students to 
do computational work, what 
physical science skills should be 

discuss what scientists taught alonr with the comput- 
ingshlls?” In this article Iwill 
try to answer both questions a know about 

a l i t t le  stale. losophy, then 1% describe how 
I try to carry out this philoso- 
phy in teaching computational 
physics to upper-level under- 
graduates and graduate students 

at Oregon State University. Finally, in assessing 
the course, I’ll focus on some of the basic com- 
puting shlls I feel students should acquire to be 
able to do computational science. By judiciously 
paring the computing requirements down to a 
manageable but still strong set of slulls, science 
students can get on with using the computer for 
science. 

How will computational science grow 
and prosper? 
Computational science is more than the coun- 
try cousin of computer science. Frankly, I find 
it more interesting, because it contains applica- 
tions dealing with the world in which I live. I am 
concerned that the way computational science 
is growing now, and being taught by computer 

scientists, removes the focus on applications as 
the purpose of the field and as interesting exam- 
ples. My concern with the lack of focus is dual. 

First, in order to know what computer science 
is appropriate for an application, you need to 
know the science of the application. You should 
know the strengths and weaknesses of its math- 
ematical models. You must realize that the com- 
putation is only one part of what is often an in- 
volved scientific process. These concerns are in 
contrast with talks and articles I have seen that 
describe teaching an entire computational sci- 
ence course based on the specifics of one partic- 
ular computer, without even emphasizing gen- 
eral principles applicable to the variety of  
machines a worhng scientist will encounter. 
Specialists may prefer discussing a favorite tool 
exhaustively, but students benefit most from a 
universal understanding that can be applied to 
variable situations. 

T h e  other reason applications need to be 
more of a focus in our teaching of computa- 
tional science is that without them the subject is 
sterile. It is like the difference between staylng 
up late to read a good book and forcing yourself 
to plod through a technical manual. I suspect 
that many of us are interested in computational 
science because we are interested in actual sci- 
ence problems and how to solve them. A major 
reason I go to computational science confer- 
ences or read computer journals is to learn how 
other people solve their problems and how they 
teach their students to solve them. Just as I can- 
not solve my physics problems without know- 
ing the appropriate mathematics and computer 
science, I do not believe that computational sci- 
ence will progress without the contributions of 
application people. Further, this progress will 
be hindered if those who have mastered all the 
latest paradigms in program design do not have 
the breadth to apply them to realistic science or 
engineering problems. 

One can give many arguments to support an 
increased development role for applications 
people in computational science. I believe the 
best one stems from the innate interest we all 
have in understanding and finding beauty in our 
surroundings. This explains the stimulation felt 
by students, teachers, and researchers when the 
clever use of computers illuminates some aspect 
of their world. There is nothing like having your 
computationally simulated science come alive 
before your eyes and look just like die real world 
you are trylng to understand. After that type of 
close encounter it is not unusual to have stu- 
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dents go back to learn more of the underlying 
science and to learn more powerful tools so they 
can better understand what is happening or ex- 
plain even more. Teaching too is much easier 
with motivated students who interact with the 
material and who feel that it is easy to do things 
on their own. In fact, at lower levels such as 
K-12, it is just this stimulation of interest in in- 
tellectual pursuits which I view as the greatest 
value of computers in education. Embedding 
that excitement and stimulation into the com- 
putational science agenda is just what the field 
needs for healthy growth. 

Emphasizing science: A course in 
computational physics 
Now comes the hard part, comparing one’s be- 
havior to one’s sermon. The objectives of the 
two-quarter computational physics course we 
have developed at Oregon State University, 
which reflect what I believe should be contained 
in computational science, are as follows: 

+ To teach through direct experience the use of 
high-performance computers in thinking cre- 
atively and solving problems in physical science. 

+ To advance the development and organization 
of thinking about physical systems in a man- 
ner compatible with advanced computational 
analysis. 

+ To use the graphical capabilities of worksta- 
tions to visualize numerical solutions in highly 
interpretable forms. 

+ To instill attitudes of independence, personal 
communication, and organization, all of which 
are essential for mastery of complex systems. 

+ To understand physical systems at a level often 
encountered only in a research environment. 

+ To use programming to deepen the under- 
standing of physical systems. 

+ To understand why hard work and even prop- 
erly functioning and powerful software and 
hardware do not guarantee meaningful re- 
sults. To always be aware that there are limits 
to the accuracy possible with finite machines 
and to the applicability of our models. 

+ To instill in students the scientific and object- 
oriented view towards problem solving encap- 
sulated by the paradigm of the Undergraduate 
Computational Engineering and Sciences 
Project,’ which was shown in the figure on page 
70 of the Fall 1995 issue of IEEE CS&E. 

The UCES paradigm clearly distinguishes the 

different steps in scientific problem solving, the 
use of the best or the available tools, and the 
value of continual assessment. We incorporate 
this paradigm in each project to further empha- 
size the balanced view of the computer as part 
of scientific problem solving. 

Course topics and projects 
To incorporate these views and objectives into 

a course, I have developed a series of projects, 
which will be published by John Wiley & Sons 
as a traditional book, A Pyoject Appyoach to Com- 
putational Physical Science, in early 1997. Simul- 
taneously the projects have been converted into 
interactive tutorials for the World Wide Web. 
The tutorial development is supported by UCES 
(which has a slant towards undergraduate edu- 
cation) and the Northwest Alliance for Compu- 
tational Science and Engineering (which has a 
slant towards making high-performance com- 
puting more accessible to scientists and engi- 
neers). Samples of both projects can be found on 
the Web at http://nacphy.physics.orst.edu/. 

As much as possible, each pro- 
ject stresses the journey from + physical problem to computa- 
tional solution. To stimulate the 
students’ curiosity and broaden The way 
their scope, we expose them to a 
large number of problems. To 
move at the required rapid pace, 

science is growing now 
and being taught by - .  - -  
computer scientists, we provide elementary codes kor 

the students to adapt for many 
of the projects, and discuss back- removes the focus on 
ground daterial in lecture. We applications. 
try to give students the time and 
setting to understand-at their 
own rate-each project’s virtues, 
areas of applicability, limits, and 
potential for visualization. 

After discussions with an instructor, each stu- 
dent writes up the project as an “executive sum- 
mary” focusing on purpose, theory, algorithm, 
code, and visualization. Recently I have encour- 
aged the students to submit their reports as Web 
documents. I find that the hypertext format is 
excellent for our combination of text, code, 
graphs, and tables (not surprising since the 
World Wide Web was started at CERN to per- 
mit international collaboration in particle 
physics experiments). To further encourage a 
professional approach, I grade the contents and 
effectiveness of the report as if the student were 
presenting it to their boss at a weekly group 
meeting. 

+ 
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Part I: Computational Concerns 
Introduction 
Computing basics 
Object-oriented kinematics 
Deterministic randomness 
RlSC and vector computing 
Profiling and tuning for HPC 
Parallel computing 

Part II: Numerical Analysis 
Errors and uncertainties 
Integration 
Differentiation 
Differential equations and oscillations 
Quantum eigenvalues and matching 
Fourier analyses of nonlinear oscillations 
Matrices and subroutine libraries 
Bound states in nonlocal potentials 
Quantum scattering and integral equations 

Part 111: Applications 
Data fitting 
Monte Carlo applications 
Differential equations and oscillations 
Quantum eigenvalues and matching 
Anharmonic oscillations 
Fourier analyses of nonlinear oscillations 
Unusual dynamics of nonlinear systems 
Differential chaos in phase space 
Bound states in nonlocal potentials 
Thermodynamics: the king model 
Quantum path integrals 
Fractals 

Part IV: PDEs 
Electrostatic potentials 
Heat flow 
Waves on a string 
Quantum wavepackets 
Solitons, the KdeV equation 
Sine-Gordon solitons 

Figure 1. Topics in our computational physics course. The repetition indicates the intermixing of appli- 
cation and theory. 

40 to computer scientists, and 
computer science and numeri- 
cal methods that are unfamiliar 
to many physical scientists. Stu- 
dents who work through all 
these subjects in a single course 
see the effectiveness of the al- 
gorithms, the power of the 
hardware and software, and a 
glimpse into a simulated natural 
world they can control. 

The first quarter of the course 
concentrates on the basic math- 
ematical, numerical, and con- 
ceptual elements needed for us- 
ing computers as virtual 

-40 scientific laboratories. After 
learning about Univ ~ystems,~’‘ 
we study the basics of comput- 
ing: algorithms, precision, effi- 

-60 ciency, and verification, and 
then move on to some numeri- 
cal analysis and associated ap- 
proximation and round-off er- 
rors. This corresponds to the 
early chapters in Parts I, 11, and 
111. The second quarter focuses 

on realistic physical problems that apply and ex- 
tend the preceding techniques. (There are more 
applications than can be studied in one quarter, 
and so some customizing is done to accommo- 
date each student’s interests.) Some importanr as- 
pects of the course are the use of advanced library 
routines and multiple-subroutine programs, in- 

20 

0 

-20 

6o -40 -20 0 20 40 

Figure 2. Seven different random walks. Each walk starts at the origin and makes 
1,000 steps. (Courtesy P. Lagner) 

The course topics are given in Figure 1. They 
cover some of the mathematics, computer sci- 
ence, and applications that I believe computa- 
tional scientists should know. In a traditional uni- 
versity education these topics would be studied 
in a number of separate courses. There are prob- 
ably applications in this list that are unfamiliar 
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Figure 3. The distance R covered in random walks 
of N steps as a function of the square root of N. 
The solid curves correspond to two different 
techniques for simulating the random walks. 
(Courtesy H. Kowallik) 

teractions with larger research codes, and expo- 
sure to supercomputers or parallel workstation 
clusters. This is often the only course in which 
students experience these common aspects of the 
real “working world” of computational science. 

Some computational physics examples 
To get a feel for how the science and the com- 

putation support and strengthen each other, let’s 
look at some examples. In Figure 2 we see some 
actual 2D random-walk simulations from the 
course’s Monte Carlo project. The students have 
already uncovered correlations in computer- 
generated random numbers and so they know 
that Monte Carlo simulations can be suspect. 
Although random processes are discussed in 
many undergraduate science and engineering 
courses, here the students themselves generate a 
random walk and for the first time actually “see” 
what one looks like. They often ask me if their 
results are correct-as if I have seen molecules 
collide, for instance. Given that opening, I tell 
them that if their computer simulation makes 
predictions which agree with experiment, it is 
likely that there is some truth in the simulation. 

The simulation is successful if it lets students 
“see” a process that they could previously only 
imagine or read about, if it gives them a deeper 
insight into how scientific modeling works, or 
if it gives them a new view of reality. The simu- 
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Figure 4. The fraction of nuclei remaining as a 
function of time in a Monte Carlo simulation of 
radioactive decay. (Courtesy H. Kowallik) 

lation is truly successful when these insights 
cause the student to experience the addicting ex- 
citement of computational science. 

To check the validity of models of random 
processes, in Figure 3 we give a student’s result 
for the straight-line distance R from the origin 
covered after N random steps, graphed versus 
f i  . We see that there are statistical deviations 
from the theoretical result (dashed curve) that 
after N steps of unit length, R = f i . We also 
see, from the deviation of the two solid curves 
from each other, that the technique for gener- 
ating the steps in a random walk affects the out- 
come. (The upper curve corresponds to random 
steps in both the x and y directions, while the 
lower curve corresponds to a random angle.) 

Figure 4 shows the results of a Monte Carlo 
simulation of radioactive decay. The simulation 
is based on the empirical observation that the 
probability of there being a spontaneous decay 
of an excited atom is proportional to the number 
Nof atoms present and the time period At of the 
observation. If we assume the number of decays 
AN is proportional to the probability of decay 
(in a statistical sense), then 

This leads to the basic and simple algorithm 

if random number < A, atom decays ( 2 )  

In Figure 4 the results of this simulation show 
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Figure 5. The per iod of an nth-degree oscillator as a function of de- 
gree n and the amplitude of oscillation. (Courtesy P. Lagner) 

the student that if a meaningful decay rate (that 
is, slope of the curve) can be defined, it is inde- 
pendent of the initial number N,, of nuclei de- 
caymg. Of even more interest, the student sees 
that for large numbers of atoms the decay can 
be approximated well by an exponential, but that 
for small N the process is stochastic in nature. 
Furthermore, this simulation shatters the stu- 
dent’s prejudice that the analytic result (expo- 
nential decay) is “exact” while the numerical re- 
sult is an approximation. Here the numerical 
simulation holds for all values of Nwhile expo- 
nential decay clearly becomes a poorer and 
poorer approximation as N decreases (which of 
course is what happens in nature). 

Although I cannot present it here, the stu- 
dent’s belief in the simulation as well as his un- 
derstanding of nature are further strengthened 
by the sonification work of Hans Kowallik.’ He 
has created a virtual-Geiger-counter Web tuto- 
rial which converts the decay rate into a series 
of 1’s and 05, opens up a sound player, and then 
plays the decay simulation. It’s rather satisfylng 
to hear your simulation actually sounding like a 
Geiger counter and to know that it all follows 
from an idea as simple as Expression 2. 

My final example deals with the numerical so- 
lution of the ordinary differential equation re- 
sulting from applying Newton’s second law of 
motion to a particle bound by a potential that 
always attracts particles to the origin, 

I n  V(x )  = 41 x 1 
n (3) 

For n = 2 &IS is the familiar harmonic oscillator 
whose behavior most physics students study over 
and over again. It also provides a good test case 
for the numerical method. As n increases, the po- 
tential looks more and more like a square well 

and x(t) looks more and more like a sawtooth 
function. This is a good mix of physics and com- 
puting since it shows the student that 1 1-place 
accuracy is attainable for thousands of periods, 
and that for n + 2 the time dependence of the po- 
tential and kmetic energies are very different 
from each other (which I hasten to point out is a 
consequence of the virial theorem). Finally in 
Figure 5 we see the results of a number of coin- 
putations in which the period of the oscillation is 
plotted as a function of both the amplitude of the 
oscillation and the power n in Equation 3. We see 
that for n = 2 there is no amplitude dependence to 
the period (which is expected theoretically and 
which means the algorithm is worlung), but that 
for larger values of n the period decreases as the 
amplitude is made larger. This is an exciting re- 
sult, in part because it is not obvious, in part be- 
cause it is for a system not accessible to analytic 
solution, in part because it is so easy to obtain nu- 
merically, and in large part because it shows how 
easy it is to understand systems that were too hard 
for previous generations to study. 

How has it worked? 
Overall the course has been successful; the stu- 
dents have learned from it and so have the 
teachers. We have experienced some problems 
with defining the right level of prerequisite 
knowledge, in computing as well as in science 
and mathematics. 

Adjust ing prerequisites 
Our computational physics course was in- 

tended for upper-level undergraduates and grad- 
uate students. Our original prerequisites in- 
cluded junior-level physics, programming 
experience in a compiled or symbolic language, 
numerical methods, and mathematical methods 
of physics including statistics, data fitting, and 
linear algebra. Unfortunately, I have had to relax 
these prerequisites since so few of our students 
could meet them (a condition that is only get- 
ting worse as university administrations, in an 
effort to compete in the student-customer mar- 
ket, try to outdo each other in decreasing the 
number of credits needed to graduate). 

Although it was not the original intention, and 
even though the students have taken the re- 
quired quarter or two of introductory computer 
science, I have found that our computational 
physics course often serves as the students’ first 
introduction to scientific computing (specifics 
to follow). Even though the students feel this 
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makes the course valuable to them, it is a prob- 
lem since it leaves less time to do science on the 
computers and to experiment. We have tried to 
alleviate some of this shortcoming by collecting 
some of the needed background into a comput- 
ing guide for scientists and  engineer^,^ and by 
developing Web tutorials based on that guide.* I 
have also worked at starting an Introduction to 
Scientific Computing course for students at the 
freshman or sophomore level designed to go be- 
yond the basic computer literacy the students 
have now. 

A partial answer to Greg Wilson 
To be specific, some of the computing skills 

whose absence often causes problems for the 
students are 

+ Compiling, linking, and libraries: what are the 
steps in compiling; where do subroutine li- 
braries enter into the process; the need for 
compiler options; the available compiler op- 
tions; the importance of accurate source list- 
ings (and how to get them). 

+ Documentation: the importance of knowing 
what the computer is doing; knowing where 
to look for on-line information; using the 
Unix m a n  command; finding system docu- 
mentation; using book (hypertext) readers. 

+ Workstation clusters: dealing with multiuser sys- 
tems; dealing with multi-CPU systems; port- 
ing codes among machines; printing different 
file types (it hurts to see PostScript files 
printed as ASCII); printing on a network; 
enough system awareness to be able to run in 
parallel with software such as PVM. 

4 Directories andfiles: basic organization of pro- 
grams, data, and subdirectories; moving about 
a file system; file types (source, binary, exe- 
cutable, .ps, .dvi, etc.). 

+ Tools: debuggers (essentially unknown to stu- 
dents); makefiles (rarely used); aliases. 

+ Libraries: availability and importance of li- 
braries; documentation; linlung; need to call 
Fortran from C to use libraries. 

+ Matrices: especially with multiple dimensions; 
physical versus logical sizes; row- and column- 
major orderings; using in subprograms. 

+ Complex numbew and functions: especially for 
C programmers; we use them all the time in 
physics. 

+ Subprogram calls: familiarity with calls; the dif- 
ference between pointer arguments and value 
arguments in calls; arrays as arguments. 

+ Input and outputfiles: default and nondefault 

files; formatted and nonformatted. 
+ Variable storage: decimal; binary; octal; 48-bit 

integer; and how to input and output these 
types. 

+ Vzsualization: basic 2D and 3D tools; number 
of bits needed to fill screen; binning of data; 
different formats. 

4 Effective running: optimizing compilers; tun- 
ing; profiling. 

e reviews for our computational physics T course have been uniformly high, even 
though working through the large number of 
projects and the requisite programming shlls 
are a challenge for students. In some cases, these 
challenges have been overwhelming. I have been 
rewarded in this course by a level of discussion 
rarely encountered in other courses and by sm- 
dents actually asking for additional materials. 
The project approach has proved to be flexible 
and to encourage students to take pride in their 
work and their creativity. Some students have 
gone on to study computational science at sum- 
mer schools, some have made it a career option 
in graduate school, and others have found the 
projects useful in their jobs. In any case, it has 
been exciting to teach. + 
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Steve McConnell 
Constvux Sojhave Builders 

reg Wilson asks how computer scientists 
should distill their knowledge into a one- 

week course for physical scientists and engineers. 
He doesn’t propose teaching the theoretical un- 
derpinnings of computer science, and I think 
that’s wise. But he goes too far the other way in 
suggesting a week‘s curriculum that is overly spe- 
cific about particular tools and helpful hints. 
There is a middle ground: professional software 
developers are beginning to differentiate be- 
tween the ”ore theoretical study of computer sci- 
ence and the more practical field of so$70n7~e engi- 
nee~ing. It’s learning about the latter-the 
principles o F constructing good programs and 
systems-that will do computational scientists 
the most good in the long run. 

Learn to build good software 
A generally accepted body of knowledge has be- 
gun to emerge in sofiware engineering. It is not 
yet as well-defined as the bodies of knowledge 

that comprise other engineering fields, but it 
nevertheless contains much that could be useful 
to a scientist-programmer taking a one-week 
course in software development. 

Sofnvare development? Perhaps assuming &s 
broad topic as the sole subject of our course al- 
ters Wilson’s premise a little, but for good rea- 
son. While nonprogramming slulls such as us- 
ing LaTex, e-mail, and the Web may be 
important, people will be able to pick these up 
on their own or from colleagues. W h a t  they’ll 
be less likely to pick up-what a computer sci- 
entist can help most with-is a solid grasp of 
how to produce good programs. This includes, 
but goes beyond, programming itself; thus the 
software-industry term sofiware development. In 
my course we’ll focus on that subject. 

Though he adds these other subjects that I 
would omit, Wilson does devote a fair portion of 
the five class days to software development. From 
my vantage point as a software engineer, however, 
even the programming parts of lus course focus 
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too heavily on specific programming tools and 
not enough on underlying software development 
principles. His article is titled, “What Should 
Computer Scientists Teach to Physical Scientists 
and Engineers?” but a more accurate title would 
be, “How to Teach Physical Scientists and Engi- 
neers Everything They Always Wanted to Know 
about Unix but Were Afraid to Ask.” 

It has been my observation that the main rea- 
son a Sally Synthesis or a Harold Helmet gets 
into trouble is not unawareness of Unix com- 
mands, Emacs, or Perl, but unawareness of the 
fundamental principles of software design, pro- 
gramming, quality assurance, and project man- 
agement. Non-professional programmers- 
people who do some programming but whose 
primary training and expertise lies elsewhere- 
can usually muddle along quite well on small 
projects. They learn enough about tools along 
the way to get the job done. What they do not 
learn along the way is the more abstract, seem- 
ingly theoretical knowledge that seems not to 
produce any immediate payoff, but which is in- 
valuable in the long run. 

As Wilson points out, the formal training of 
most non-professional programmers is limited 
to two or three terms centered on the use of 
Fortran. To someone just learning about com- 
puters, Fortran itself can seem plenty daunting. 
But on medium and large software projects, lan- 
guage-use details are the smallest of the poten- 
tial problems. 

People who have written a few small programs 
in college sometimes think that writing large, 
professional programs is the same kind of 
work-only on a larger scale. It is not the same 
kmd of work. I can build a beautiful doghouse in 
my backyard in a few hours. It might even take 
first prize at  the county fair’s doghouse competi- 
tion. But that does not imply that I have the ex- 
pertise to build a skyscraper. The skyscraper pro- 
ject requires an entirely more sophisticated kind 
of expertise. The difference in complexity be- 
tween student programs and professional pro- 
grams can be just as great, and non-professional 
programmers underestimate the difference in re- 
quired expertise at their own peril. 

Software development for scientists 
and engineers: The one-week course 
A week-long software development course 
should focus, I think, on how to keep medium 
to large software projects from spinning out of 
control, how to keep group projects from be- 

coming chaotic, and how to keep long-lived 
programs from deteriorating to the point of use- 
lessness. These projects are disasters waiting to 
happen. The proper goal of such a course 
should not be to marginally increase the effi- 

I _  

ciency of the students, but to 
provide them with the knowl- 
edge of how to avoid catastro- 
phe. There’s little to gain from 
teaching someone how to march 
toward certain ruin 25 percent 
faster. 

A week-long course can pro- 
vide more benefit by awakening 
students to the world of possi- 
bilities than by immersing them 
in the details of a handful of spe- 
cific tools and methodologies. 
Let’s revise Greg Wilson’s pro- 
posed curriculum accordingly. 

+ 
What a computer 

scientist can help most 
with is a solid grasp of 
how to produce good 

programs. + 
Day 1 : Programming practices 

Because the students have already been pro- 
gramming, the course begins with the familiar 
subject area of programming details. Topics in- 
clude: 

+ Coding for humans. This includes a discus- 
sion of variable and function naming, layout, 
and documentation. It introduces the idea that 
software development is an exercise in man- 
aging complexity. 

+ Control issues. This segment describes the 
use of structured control constructs, loop con- 
trols, conditionals ( i f  statements), Boolean 
expressions, and use of the goto statement. 

+ Integration strategies. This is an exploration 
of incremental integration, big-bang integra- 
tion, and evolutionary-development practices. 

+ Recommended additional sources of infor- 
mation. 

Profiling and code-tuning are not discussed. I 
think it is not just inappropriate but dangerous 
to focus on code-tuning in a short, one-week 
course. As W.A. Wulf said, “More computing 
sins are committed in the name of efficiency 
(without necessarily achieving it) than for any 
other single reason-including blind stupidity.” 
The time is better spent discussing effective de- 
sign and implementation practices, which pro- 
duce efficient programs as by-products. 

Though I won’t mention it again, each day 
will end with recommended additional sources 
of information. 
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Day 2: Software design 
The goal of Day 2 is to provide a few practical 

design guidelines and to expose the students to 
the different schools of thought in software de- 
sign. Topics this day include 

o Importance of design. This segment explains 
the costs of not doing design and the critical 
role that design plays in the success of medium 
and large projects. It explains the role that 
good design plays in managing complexity 

o Information hiding 
o Modularity 
o Overview of structured design 
o Overview of data-structure design 
o Overview of object design 

Day 3: Quality assurance 
In programming, quality doesn’t just happen 

by itself, even if you’re being careful. Topics on 
Day 3 include 

o Unit testing 
+ Debugging 
o Peer reviews 

The emphasis of this day is peer reviews- 
formal or informal reviews of designs, code, and 
other work products by one’s colleagues. Peer 
reviews are a critical element of success on any 
project and are one ofthe few methods that can 
be implemented in virtually any organization, 
any scientific discipline, and any hardware and 
software environment. The  peer-review seg- 
ment would include some “peer-review role 
playmg” so that each person gets at  least 15 min- 
utes’ practice both reviewing and being 
reviewed. 

In addition to their considerable quality- 
assurance benefit, reviews provide a valuable op- 
portunity for nonprogrammers to exchange in- 
formation about effective and ineffective 
programming practices and tools. Teaching stu- 
dents about reviews sets them up to continue 
learning about software development from their 
peers long after the one-week course is over. 

Day 4: Software project management 
Day 4’s topics deal with how software devel- 

opment complexity is addressed at the project- 
management level: 

o Revision management (including a discussion 
of make-files and revision-control software) 

o Waterfall life-cycle model and major alterna- 

tives (spiral model, evolutionary prototyping, 
etc.) 

o Software maintenance 
Q Coordination of group projects 

Day 5: Tools and wrap-up 
The  last day focuses on tools and pulls to- 

gether the themes outlined in the earlier lec- 
tures. Rather than explaining how to use specific 
tools, the goal of Day 5 is to identify the kinds of 
tools that are available. If people can be shown a 
tool’s value, they will seek it out and learn to use 
it themselves. Tools have a place on the software 
engineering menu, but they should be presented 
as garnishes rather than the main course. 

Day 5 will cover the following points: 

o Overview and demonstration of programming 
tools. This can be customized to the specific 
group and can focus on Unix, Windows, Mac- 
intosh, or other environments as appropriate. 
Good choices would include code editors, de- 
buggers, database management s o h a r e ,  and 
command-line utilities such as grep. I agree 
with Wilson’s point that the tools selected for 
discussion should have proved themselves and 
should not be likely to change in ways that will 
nullify the students’ learning. 

o Overview of scientific tools. This can also be 
customized to the particular needs of the stu- 
dents and might include statistical software, 
specialized word processors, Mathematica, 
Matlab, modular visualization environments 
(MVEs), and so on. 

o Summary of themes running through the 
whole lecture series. 

mmersing physical scientists and engineers 
for a week in the topic of what it means to 

build a computer program is where the leverage 
for lasting improvement lies. Even the best tools 
come and go, but a body of long-lasting pro- 
gramming principles has begun to emerge, and 
knowledge of these principles can greatly bene- 
fit the non-professional programmer. 

It is easy to write a course outline. It is another 
matter entirely to move the content of that out- 
line from the writer’s pen into the student’s 
brain. The real test of this outline or any other is 
how it would work in practice-how it would 
move from thought experiment to curriculum. 
Whatever the specifics of the curriculum, Wil- 
son’s article should be applauded for getting us 
thinhng, and, I hope, doing. o 
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IDEAS, ISSUES, AND TRENDS 
CSE EDUCATION 

What Should Computer 
Scientists Teach to Physical 
Scientists and Engineers? Purt 2 

Response to Wilson: 

Teach Computing in 
Context 
Elizabeth R. Jessup 

University of Colorado 

Roscoe C. Giles 
Boston University 

In IEEE CSQE’s last issue, 
Greg Wilson started a 

discussion on what topics 
computer scientists should 

engineer. Here are three 
more opinions. Among 

reg Wilson’s article “What Should Computer Scientists Teach to G Physical Scientists and Engineers?” [CS&E Summer ’96, p. 461 
poses the interesting challenge of devising a one-week intensive work- 
shop to p d e  scientists and engineers in using computation more ef- 
fectively. We thought about Wilson’s question and came up with a dif- 
ferent approach. We hope it contributes positively to the conversation. 

The original article and the responses to it in the last issue of IEEE 
CShE prescribed a wide range of educational approaches with widely 
varying coverage of material. Wilson’s course introduces a variety of 
Unix-based tools for editing, text manipulation, electronic publish- 
ing, programming, and program management. Steve McConnell pro- 
poses to instruct scientists in the practices of software engineering. 
Rubin Landau supports a more application-driven, hands-on ap- 
proach. As you might expect, since we have been persuaded to some 
degree by all of these arguments, our approach takes some elements 
from each but in a different mix. 

n Three 
the insistence on To ground our discussion, consider the three major problems identi- 

fied by Wilson and his and the other authors’ responses to them: ma- 
nipulation of data sets, the problem of legacy files, and keeping the 
material relevant. 

t 

Mathematica. Finallv, 
Manipulating data sets 

Wilson addresses the common problem of how to manipulate large 
or cumbersome data sets (including mail files) by introducing a com- 

Wilson responds. 
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prehensive set of tools. He includes LaTex, Unix “make,” 
Perl, and the like. Many computer scientists have built 
text-oriented solutions to this problem using this set of 
Unix tools. Unfortunately, if you start along this road, 
you have to go the whole distance as Wilson does. In our 
opinion this approach leads to a course that requires too 
much arcane knowledge (of Unix) and is too hard for 
someone who doesn’t know Unix well. Furthermore, in 
the modern era of PCs, multimedia workstations, and 
the Web, Unix is becoming irrelevant for many applica- 
tions scientists. We do not attempt to introduce Unix to 
the uninitiated students in our course. 

Legacy codes 
Wilson also acknowledges the problems scientists and 

engineers have with large legacy codes that have unsup- 
ported portions, multiple versions, and mystery compo- 
nents. He treats this problem by introducing version 
control, debuggers, profiling, tuning, and testing. Mc- 
Connell expands the treatment of the latter processes by 
focusing on the larger issues of software development. 
In fact, his course is dedicated completely to the basics 
of software engineering. We feel that this second prob- 
lem may indeed be the most fundamental one: if the soft- 
ware is not reliable, there is little point in studying its 
output. Nonetheless, other issues of computer science 
can also stand in the way of effective use of computers 
by non-computer scientists. In our course, we try to find 
a balance between covering the methodology and tools 
for constructing and testing software and covering other 
facets of’ computer science. 

Relevance 
The computer science presented in a course for scien- 

tists and engineers must be relevant to the problems they 
have to solve. The courses proposed by Wilson and by 
McConnell are long on tools and on methodology, re- 
spectively. Landau occupies the opposite extreme with a 
focus primarily on physical applications. We feel that 
Landau is correct in wanting to introduce computer sci- 
ence to physical scientists and engineers in the context 
of application problems. However, we believe that it’s 
possible to do so with more emphasis on the computa- 
tional techniques themselves. It is, of course, a challenge 
to pachge an introduction to the most significant com- 
puter science ideas in a one-week format. In our course, 
we focus on what we view as the most relevant subset of 
computational concepts while still maintaining an appli- 
cation-oriented framework. 

Assumptions 
We start by assuming that our audience consists of phys- 
ical scientists and engineers with some computing expe- 
rience. Specifically, we assume that our students are com- 

petent in the use of local windowing systems, word 
processors, editors, and Web browsers. We do not im- 
pose a different system upon them. While this might 
place a greater burden on the teacher to mold the course 
to the local environment, it relieves the students of hav- 
ing to learn an entirely new environment for one course. 

We also assume that the students are able to write at 
least moderately complex computer programs in a high- 
level language. Also, since our students are physical sci- 
entists and engineers, we hope they will recall at least a 
few things from their courses in mathematics (in partic- 
ular, what it means to solve a linear system and how or- 
dinary differential equations are advanced in time). 

We structure the entire course around the application 
of computational concepts to scientific and engineering 
problems and assume that the students have some ideas 
on the kinds of real problems they want to solve. We fur- 
ther assume that the typical application generates a sub- 
stantial data set that must be manipulated and inter- 
preted. We address the problem of data manipulation via 
a limited set of tools, and we address the problem of un- 
wieldy codes via instruction in basic software engineering 
methodology and management tools. 

People learn better when they can immediately apply 
new concepts in a familiar context. We therefore intro- 
duce new material in project format, centered around a 
simple scientific application. Of course, students cannot 
master all new concepts during a one-week course. We 
aim to give them hands-on experience with each concept 
and, more importantly, to give them the opportunity to 
develop and assess their own learning skills in new areas. 
We hope this experience acts as an “ice breaker” so that 
students can guide their own further learning. 

We do not attempt to teach the physical scientists and 
engineers to be computer scientists. Instead, our goal is 
to teach them to think like computer scientists when nec- 
essary, and to recognize when to do this. 

Our course, day by day 
The outline of our proposed course follows. Because we 
have not committed to a single operating environment, 
we are necessarily vague about some of the tools to be 
used. They may vary from one environment to another. 

Day 1: Computation and computers 
The temptation in a scientific or engmeering setting 

is to use the computer, especially the PC or workstation, 
as a black box. The scientist puts a program and some 
numbers into the machine and gets more numbers out. 
Getting the best performance from one’s machine, how- 
ever, requires at least a rudimentary understanding of its 
operation. On the first day, we introduce the memory hi- 
erarchy and examine its effect on the time required for 
a program to run. We also present the basics of IEEE 
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arithmetic and illustrate some of the problems of finite 
precision. If time permits, we discuss instruction pipelin- 
ing and performance. The latter concept is secondary, as 
its impact is generally secondary to that of good mem- 
ory usage in large computations on large data sets. Fi- 
nally, we address the problem of deciding whether or not 
a numerical program has delivered a correct result. 

Pmject: Develop a piece of numerical software that uses 
library routines to solve an easy-to-understand scientific 
application and that generates a large data set in the 
process. Examples include the calculation of planetary 
orbits, the dynamics of a chain or mesh of masses, or the 
study of the N-body problem with long-range forces and 
small N. 

The choice of problem determines which performance 
concepts are easiest to illustrate. Problems based on or- 
dinary differential equations can be solved via implicit 
solvers. These solvers, in turn, require the solution of 
linear systems and so lend themselves to a study of the 
impact of the memory hierarchy on performance. The 
order in which array elements are accessed can have a 
substantial impact on the time required to run the pro- 
gram. Furthermore, the actual alterations to the program 
needed to change the order of access are very minor, 
making them easy to illustrate and explain regardless of 
the programming language used. 

The numerics of this application program are provided 
by one or a few library routines that can be compiled and 
linked in a prescribed way. While the details of the algo- 
rithm and its implementation may be beyond the reach 
of some students, it is, as Rubin Landau points out, im- 
portant to introduce them to the availability and use of 
numerical and scientific programming libraries. A rough 
test of the accuracy of the software is provided by visual- 
izing the results of the program using a provided rou- 
tine. 

The use of floating-point arithmetic will not substan- 
tially affect a good piece of software designed to solve a 
well-posed problem. Thus, we provide some additional 
computational exercises to illustrate the workings of 
computer arithmetic. Possible examples include the ef- 
fect of the ordering of numbers on the accuracy of their 
sum or the evaluation of the quadratic formula via accu- 
rate and inaccurate formulations. We return to the im- 
pact of finite-precision arithmetic on larger applications 
on Day 5. 

Concepts: Fundamentals of performance, architecture, 
and accuracy. 

Tools: Editor, timer, numerical libraries, linker, and 
compiler. 

Day 2: Manipulation and visualization of data 
A typical numerical application, such as that studied 

on Day 1, can generate large amounts of data that are 
difficult to interpret if presented only as an unprocessed 

collection of numbers. As Wilson points out, processing 
the data by hand is both inefficient and error-prone. On 
Day 2 ,  we study two types of data processing: the ma- 
nipulation of data to extract desired quantities and dis- 
play them in an easy-to-read fashion, and the visualiza- 
tion of the data to reveal what they represent physically. 

Project: Analyze and postprocess data from the appli- 
cation program of Day 1. We assume that a large amount 
of data is output as text. We reduce and transform the 
data and visualize selected subsets of it. For example, if 
the Day 1 output were positions of planets as a function 
of time for many time steps, we might use it to visualize 
the motion of the planets, or to identify near approaches 
of planets and tabulate the times of closest approach, or 
we might plot how the period of orbit of a planet changes 
as a function of its closest distance to the sun. 

Concepts: Data transformation and display; moving data 
between different programs including data processing 
software. 

Tools: The specific tools are very system-dependent. In 
Unix we would probably use Per1 for data manipulation 
as Wilson does. On a PC or Macintosh, we might instead 
use a spreadsheet. The visualization tools are similarly 
system-dependent, but all tools we are aware of can take 
tabular text data as input. 

Day 3: Software design 
It is important for students to understand how to de- 

sign and build software that is correct and robust and that 
interconnects with other software systems in their pro- 
gramming environment. Mastery of such skdls would 
help avoid some of the pitfalls that catch Wilson’s Sally 
Synthesis and Bhargan Basepair, who manipulate data us- 
ing poorly designed, unintegrated tools. To set the con- 
text for discussing design issues, we ask students to build 
an interface to the input and output subsystems of the ap- 
plication program of Day 1 using an existing object- 
oriented toollut. 

Object-oriented programming is now commonly used 
both as a design paradigm and as a fiamework for general 
software design. Object-oriented structures allow easy 
illustration of such fundamental software design concepts 
as modularity, reusable components, and design 
refinement. 

Most modern workstations support sophisticated tools 
for building user interfaces. It would be reasonable to 
use such a tool for Day 3’s activities. However, we think 
that the best choice for this day (and Day 4) is Java. It is 
transportable across many platforms. It is both powerful 
and economically designed, and there is excellent on-line 
documentation. Java may be on its way to becoming a 
ubiquitous programming tool for Web applications. 
Moreover, Java’s well-documented “Abstract Window 
Toolkit” provides the graphical user interface building- 
blocks we need, such as windows and slider bars. Indeed, 
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the availability of the AWT makes the construction of a 
simple GUI very tractable, even for programmers with 
little or no experience in GUI development. 

Project: Build a simple GUI front end for the program 
of Day 1 and/or the output processing of Day 2 .  The 
goal of this day is to design and build input and output 
user interfaces to aid in experimentation with the appli- 
cation program. 

The features of the GUI are left to the student but may 
include windows with scroll bars that allow the selection 
of different input sets from a given directory, sliders to 
specify input parameters, or menus for choosing various 
data manipulation and visualization options. For sim- 
plicity, we store the input parameters in a text file and 
read output from a file for display. We assume no previ- 
ous familiarity with object-oriented programming. 

Concepts: Practical software design; how existing classes 
for GUI components are designed to work together. 

Tools: Java (with Application Programmers Interface 
and development environment). 

Day 4 Teamwork (or, The mythical student-day) 
On Day 4, we address some of the issues that arise in 

large software projects, especially those involving multi- 
author collaboration. Day 4 is probably the most chal- 
lenging and complex day of the course. Students work 
in teams of three to four members to integrate the ap- 
plication program of Day 1, the visualization of Day 2 ,  
and the GUIs developed on Day 3 into a more polished 
product. 

Project: Working in teams, build a version of the appli- 
cation program with a GUI that facilitates experimenta- 
tion with input parameters and code segments as well as 
output analysis. 

After the problem is posed, the day proceeds as a se- 
ries of segments. In each segment, teams first work to- 
gether on the project, then come together with the other 
teams to discuss the programming issues that have arisen. 
This alternates a process of discovery by the teams with 
guidance by the instructors and the group. 

We expect the students to face issues of how to de- 
compose the problem, how to specify the interfaces be- 
tween separately developed components, how to carry 
out software testing and integration, and how to control 
code version and access. We want them to see these is- 
sues emerge in their teams and then to discuss them in 
the group. The instructors provide methods or tools to 
solve the problems as appropriate. 

As part of the development process, students critique 
their own and others’ GUI designs and implementations. 
Each team must debug its own GUI carefully. The in- 
structors and students then discuss how to test the limits 
of the functionality of the GUIs. In this way, Day 4 
touches on many of the aspects of software quality as- 
surance outlined by McConnell. 

Concepts: Interface design and definition, development 
issues, prototyping and software engineering in general; 
the foibles of group software development; basic evalua- 
tion of non-numerical software. Students certainly can’t 
learn all of this at once. The point of Day 4 is to identify 
some of the problems in software design and manage- 
ment, and to realize that these problems can be solved. 

Tools: Version control software (if any exists on the stu- 
dents’ platform). 

Day 5: Testing, experimenting, planning 
The final day is devoted to testing the software devel- 

oped in the preceding days, experimenting with the re- 
sulting computational application, and possibly planning 
the extension of the concepts of the course to the stu- 
dents’ own application programs. 

Project (Option 1): Some students may bring computa- 
tional applications relevant to their own work to the 
course. These students may prefer to spend part or all of 
the final day applying the concepts learned in the first 
four days to their applications. This process would in- 
clude guidance from the instructor and other students 
and might include implementation of some supporting 
software. 

Project (Option 2): Using the GUI, study the behavior 
of the application with a variety of inputs (including ill- 
conditioned problems) and algorithms (including unsta- 
ble ones). This allows students to delve further into the 
development and evaluation of numerical software. On 
Day 1, we mention that floating-point arithmetic can 
have an impact on the accuracy of a computed result. On 
Day 5 ,  we consider two other factors that can greatly af- 
fect the accuracy of a computed result-the stability of 
an algorithm and the conditioning of a problem. The ef- 
fects of these factors are easy to illustrate experimentally 
by using algorithms that are unstable for certain para- 
meters or by attempting to solve demonstrably ill-con- 
ditioned problems. Students should learn that both of 
these factors must be examined analytically before any 
attempt is made to solve a problem numerically. 

Finally, we examine ways of measuring the accuracy of 
a computed result beyond the visualization used on Day 
1. We introduce various types of error measurement such 
as comparison to exact solution as estimated in extended 
precision, residual error, and estimation based on analy- 
sis of the numerical method. We also examine the con- 
cepts of absolute and relative error to illustrate that a 
large error may be acceptable while a small error may 
not be. 

While we do not engage in any large-scale numerical 
software development, the testing process illustrates that 
many of the concepts of good software development ap- 
plied to the building of the GUI are important in the 
realm of numerical software as well. In particular, build- 
ing a numerical program from library routines enforces 
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a modular structure in that program. Maintenance and 
experimentation are easy, as one routine can be swapped 
for another with minimal effort. 

Concepts: Evaluation of numerical software. 
Tools: Student application programs. 

What we  leave out 
The one-week duration of the course means that we 
must omit some very important computational issues. 
We’ll list a few of these, if only to say why we did not 
give them first priority. 

A first incarnation of this course plan included the de- 
sign and implementation of a personal home page. We 
turned instead to the numerical application because it is 
likely to be of more immediate professional importance 
and because home page development is now a part of the 
popular Web culture. (It is also easy to make a home page 
by copying and modifymg someone else’s.) 

We view languages like Matlab, IDL, and Mathemat- 
ica as invaluable tools for software prototyping and data 
visualization. If such a tool is available to the students of 
our course, it is certainly appropriate to use it. The nu- 
merical application can be written in the language (al- 
though interpreted languages of this sort are hard to 
time), and the visualization exercises can be performed 
with it. 

We also make minimal mention of the the effects of 
architecture on the time required for computer arith- 
metic. A longer course could delve into the details of 
pipelined and vector arithmetic. It could also cover pro- 
gramming more advanced architectures, including dis- 
tributed-memory computers or workstation clusters. 
Such a course would require more computational so- 
phistication than we assume here. + 
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professional programming techniques would have 
changed the outcome. 

Scientists and engineers can be broadly classified into 
two groups: those who use sophisticated computing tools, 
probably built by others, and those who create such tools 
themselves. For the first group, an introduction to pro- 
gramming (especially on Unix) is not of much help. This 
community of users needs to understand the behavior, 
features, and capabilities of their computational tools, and 
must have a conceptual understanding of their theoretical 
foundations. The “programming” they do is likely to be 
limited to macro writing and customization. Tools such 
as special-purpose compilers and version control systems 
are overkill for them. They use computers extensively for 
document preparation, spreadsheets, and so on, but don’t 
have a universal need for programming expertise per se. 

The second group of people needs a much more exten- 
sive expertise than could possibly be offered in a one-week 
(or even one-semester) class. They need the sort of insight 
and computing maturity that only comes with immersion, 
hard work, and lots of thinking. It is also worth noting a 
clear emerging trend that I don’t believe Wilson gives 
enough weight to: Unix usage is decreasing rapidly even 
in its traditionally strong scientific and engineering com- 
munity. PC hardware is powerful enough now to blur the 
distinction with workstations, and PC software is growing 
rapidly in sophistication. (To be sure, a hard core of Unix 

users will remain in high-performance servers and in aca- 
demic computer science.) 4 

y bottom line? I hold nonprogrammer scientists M accountable to understand their computer tools 
just as they must understand other kinds of tools. Serious 
scientific and engineering users of computing need to 
know a lot about what has been traditionally considered 
computer science or software engineering. They will 
work smarter and faster with this knowledge. However, 
they must pay a heavy price in time and commitment to 
master the information. Wilson’s one-week course meets 
the needs of neither of the groups I discuss; its cost ef- 
fectiveness is therefore questionable. 

David E McQueeney received his PhD in ultra-low-tempera- 
turephysicsfiom Cornell University in 1988. He then went to  
IBM Research, working at$rst on high-speed mimoprocessor in- 
terconnections. He is now depament group manager of the Sop- 
ware Technology and Solutions area at IBM Research, manag- 
ing a group of about 120 technical professionals engaged in 
research on sojhare technology, telecommunications solutions, and 
digital libraries. Contact McQueeney at IBM T.?. Watson Re- 
search Center, PO Box 704, Yorktown Heights, NY 10598; e- 
mail, mcq@watson. ibm.com. 

Response to Wilson: 

Forget Multiple Tools; 
Use Mathematica 
Tom Issaevitch 

WolJi-am Research 

n trylng to define what to teach scientists and engi- I neers about programming in just one week, Gregory 
V Wilson has set an extremely ambitious problem. Let 
me suggest an alternative solution. 

Given its brevity, a course teaching a minimal body of 
knowledge for scientists and engineers should stress 
those aspects most useful in a professional’s future em- 
ployment. In the Summer 1996 issue ofIEEE CS&E, the 
original article by Wilson and the reply by McConnell 
propose two quite different curricula. The first focuses 
on the various tasks an engineer must perform, and the 
second on more fundamental aspects of software engi- 

neering. Both are important to teach and both authors 
make good cases. Rather than add to this discussion, I 
concentrate on the medium (that is, languages) in which 
these subjects and principles should be taught. With a 
proper choice of language, both curricular goals can be 
achieved. 

Pick just two languages 
Physical scientists and engineers use computers as tools, 
not research subjects. Thus, a course on computing for 
this audience should introduce the minimum tool set 
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needed, and the tools taught should correspond as closely 
as possible to what scientists and engineers will use in 
their careers. 

While technical computing covers many areas, re- 
quirements for a language, or for a software tool that is in 
essence a high-level language, can be divided into two 
categories: 

4 specialized high-performance 
4 everything else 

For the “everything else” the best solution is a general- 
purpose mathematical system. Thus I believe that only 
two languages-one to address each of the above two 
needs-should be taught. Wilson, on the other hand, ad- 
vocates several languages (Fortran, Perl, LaTex, Emacs, 
Khoros, a stat package, etc.). 

In the rest of this article I will support my claim that a 
general-purpose mathematical system will take care of 
the “everything else.” Because I work for Wolfram Re- 
search I am obviously most familiar with their products, 
and I will use Mathematica 3.0 as an example. I’ll out- 
line what I see as the computing requirements of profes- 
sional scientists and engineers, and show how Mathe- 
matica fits these needs. 

In this article, I won’t discuss the issues related to a 
specialized high-performance language such as Fortran 
90. Also, I will not address any of the peripheral utilities 
associated with software management, such as “make,” 
CVS, and debuggers. The first class (make, CVS) are 
both relatively easy to learn and independent of the pro- 
gramming language used. On the other hand, while tools 
such as debuggers or development environments usually 
require more effort to learn, they are typically either part 
of the language or closely intertwined. 

What scientists and engineers need from 
software 
Scientists and engineers require a number of practical 
characteristics from the software they use, whether it is 
commercial or developed in-house. I’ll go through these 
briefly. 

Minimal number of tools 
Scientists and engineers do not have the time to learn 

many languages well. Moreover, programming in even 
one language (especially a low-level one such as C or 
Fortran) is a hard job. Low-level languages place tremen- 
dous demands on the programmer (dynamic memory 
management being a notorious example), and failure to 
master all of the disjointed and nonsystematic tricks re- 
quired can result in buggy and unmaintainable code. 

We can make an analogy with higher mathematics. 
Scientists and engineers typically learn as much mathe- 

matics as they need to accomplish a particular task, but 
no more. While many “tricks of the trade” must be mas- 
tered in any particular field, one does not have to learn 
ten paradigms to accomplish a single task. 

Flexibility 
The jobs of scientists and engineers are noteworthy 

not only in their diversity, but also in their changing na- 
ture. This can lead to the impression that many software 
tools are needed to perform the many tasks required of a 
single scientist or engineer. However, this is not the case. 

Mathematica has mathematical capabilities (numeric, 
symbolic, and statistical) as well as graphical and docu- 
mentation features. These elements can be combined 
with a high-level language that allows users to solve their 
problems in whatever style they find most natural. 

Completeness 
To achieve flexibility using a minimum number of 

tools, the student or professional should choose a single 
language that can perform all necessary tasks. While 
most modern programming languages meet this re- 
quirement, some low-level languages are much better at 
certain tasks than others. Performing numerical analy- 
sis with Perl, for example, is possible but not recom- 
mended. 

Mathematica is designed to allow the representation 
of my expression in terms of a small number of data types 
(including graphics, lists, and symbols). These data types 
can, in turn, be combined and manipulated in a tremen- 
dous variety of ways. For example, a list can contain sym- 
bols, numbers, functions, other lists, and graphic objects, 
with no need for users to worry about type incompati- 
bilities. Further, Mathematica can perform all standard 
operations on these basic types (for instance, regular ex- 
pression and string manipulation as in Perl, matrix op- 
erations, list operations, and dozens of plotting func- 
tions). 

Integration 
A system that is complete but poorly integrated is not 

much different from a bunch of separate systems. Good 
integration means consistent naming schemes, syntax, 
and data types. 

Mathematica’s various capabilities have consistent rep- 
resentations that allow them to be easily combined. For 
example, the solution to an ODE (whether numeric or 
symbolic) can be treated as any other function-it can 
be plotted, integrated, sampled, or included in a regres- 
sion basis without any conversion or processing. 

Learnability, readability, and maintainability 
The development time for a nontrivial piece of soft- 

ware is usually much less than half of the total time spent 
creating and maintaining the software. Readability of the 
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software is a crucial requirement for learning, mainte- 
nance, and improvement. Thus, the language should be 
intuitive and uniform. Moreover, the language should be 
as high-level as possible without sacrificing efficiency. 
Higher-level languages allow vastly shorter code (Math- 
ematica programs are often 20 times shorter than their C 
counterparts, for example), with attendant increase in 
readability. 

In Mathematica, much effort has gone into the design 
of the language to ensure consistency and ease of use. A 
simple example is making sure that intervals (whether in 
plot ranges, integration ranges, or iterations) have the 
same syntax. Mathematica also allows code to be written 
in a natural notation using mathematical typesetting. 

Ease of writing 
While development time is often not the longest phase 

of the software cycle, it is nonetheless important. A lan- 
guage that allows rapid prototyping will provide enough 
time for experimentation and design optimization. This 
greatly increases the odds that design flaws, by far the 
most damaging errors in software development, will be 
caught in time. In many languages, ease of writing is 
achieved at tremendous cost to readability. This is either 
because of runic syntax (for example, APL or Perl) or in- 
sufficiently descriptive command names coupled with 
lack of interactive on-line help (as in almost all lan- 
guages). 

Ease of documentation 
Documentation is an important and remarkably time- 

consuming process in all stages of a professional’s work. 
Thus, the ability to document work easily and clearly is 
important. Language design can facilitate this: if a read- 
able high-level language is used for programming, doc- 
umentation can concentrate on design issues (such as 
why FFTs were used rather than wavelets) instead of im- 
plementation issues (such as what a particular do-loop 
does). 

In Mathematica 3.0, programs, results, and documen- 
tation are combined into hierarchical notebooks with full 
mathematical typesetting. This means that both docu- 
mentation and programs can be written using standard 
math (rather than programming) notation. In fact, Math- 
ematica 3.0 allows user-defined notation to be created so 
that real executable programs can be programmed ex- 
actly as they would appear in a book. Natural notation, 
coupled with the concise and readable code that results 
from a high-level language, allows documentation to fo- 
cus less on the mechanics of what is being done and more 
on why. 

quire specialized high-performance computation. For ex- 
ample, an engineering problem may require many calls 
to specialized constrained optimization routines but may 
otherwise be best implemented in a higher-level, general- 
purpose mathematical language. This language should 
allow the simple inclusion of the required high-perfor- 
mance routines. 

Mathematica addresses this problem with an inter- 
process communication protocol (MathLink) that allows 
efficient and high-level two-way communication be- 
tween Mathematica and C or Fortran code. 

Porta bi I ity 
While many academic researchers use Unix-based 

workstations, PCs are common in industry. Moreover, 
since almost all networks contain a mix of different ma- 
chine types, maintaining code over the range of plat- 
forms found is a universal problem. 

Mathematica code is fully portable over two dozen 
platforms. With Mathematica 3.0, all aspects of the in- 
terface are platform-independent as well. 

ngineers have the responsibility of learning and us- E ing a great many skills to perform their jobs. To this 
end, the software they use should accommodate the goals 
of safety, ease of use, and completeness. Most technical 
computing requirements can be met with just one sys- 
tem-several languages are not needed and will only 
swamp the engineer. + 

[while this article obviously supports a particzclar vendor’s 
product, we believe the general point it makes is worth airing 
in this fin” We would be happy to hear other views. -Ed.] 

Tom Issaevitch received BS degrees in physics and mathematics 
fim MITin 1983. He attended the University ofIllinois in physics 
fiom 1983-90 where he worked on a PhD (all but dissertation) in 
theoretical solid-state physics. Following ((P~sth~t~d’ work at the 
University of Pimburgh @olymerphysicd hejoined Wolfiam Re- 
search Inc., the makers of Mathematica, in 1993. He has recently 
left Wolfiam tojnish his dissertation. Issaevitch may be reached at 
the Loomis Lab of Physics, University of Illinois, 11 10 West Green 
St., Urbana, IL 61 801; e-mil, tom~kolmogorov.p~~cs.uizlc.edu. 

Extensibility 
While most science and engineering computing is gen- 

eral-purpose, some projects have subcomponents that re- 

FALL 1996 61 



Greg Wilson Replies 
Gregory V Wilson 
Visible Decisions 

n my original article “What Should Computer Scien- I tists Teach to Physical Scientists and Engineers?” 
[CS&E Summer ’96, p. 461, I proposed a one-week 
course on software tools to close the gap between the 
way computers are used by most scientists and engmeers, 
and the way they ought to be used. Briefly put, the three 
responses in this issue are “the problem should be solved 
in a different way” (Jessup and Giles), “the problem can’t 
be solved in a week” (McQueeney), and “teach them 
Mathematica” (Issaevitch). 

Jessup and Giles outline an alternative course which 
puts more emphasis on doing science numerically, and 
less on software engineering. I deliberately emphasized 
software engmeering because I hoped that issues such as 
numerical stability would be covered in the standard cur- 
riculum. If they aren’t, then I agree that what Jessup and 
Giles suggest teaching is more important than revision 
control and the like. 

McQueeney’s distinction between tool users and tool 
builders is an important one. I think he is correct in say- 
ing that “serious scientific and engineering users of com- 
puting need to know a lot about ... software engineer- 
ing” and that they need “more extensive expertise than 
could possibly be offered in a one-week (or even one-se- 
mester) class.” However, it’s not clear when or how tool- 
building scientists and engineers are supposed to acquire 
these skills. Haphazard, self-directed study-the tradi- 
tional mean-has proved ineffective. While the course I 
outlined wouldn’t eliminate the need for lots of study, 
pointing people in the right direction first would make it 
less haphazard. Any knowledge is better than no knowl- 
edge, particularly when going into a new field. 

The key statement in Issaevitch’s response is, “I will 
not address any of the peripheral utilities associated with 
software management . . . . [make and CVS are] easy to 
learn and independent o f  the programming language 
used.” In my view version control and similar activities 
are not “peripheral”: anyone who intends to use a piece 
of software more than once, or have it used by someone 
else, must pay as much attention to these issues as to al- 
gorithm selection and coding. One of the major points 
of my original article was that, despite the importance of 
these skills, we never teach them to the people who need 
them. (And if make and CVS are so easy to learn, why 
do so many people struggle with them? Why do so few 
ever master more than a fraction of their capabilities?) 

. 

To say that requirements for a language can be divided 
into “specialized high-performance’’ and “everything 
else” is to miss the point again. Using version control as 
an example once more, someone has to keep track of 
which version of the elliptic solver was applied to which 
data set in order to produce which graph for inclusion in 
a published paper. As powerful as Mathematica, Maple, 
and Matlab are, they only address one part of the com- 
putational process. + 
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